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Abstract. Computational music theorists have long been concerned with ways 
to parse musical surfaces into workable chords that conform to music-
theoretical intuitions. This study proposes an algorithm that groups surface 
structures into relational networks that balance a chord’s contextual position 
and its scale-degree content. Applying the algorithm to a corpus of thousands of 
MIDI files that stretch throughout the common practice successfully derives an 
intuitive chord alphabet. The study raises issues concerning traditional 
harmonic-function theory, suggests a potential model of listeners’ learning of 
tonality’s basic cognitive elements, and proposes to a method of reducing 
surface complexity in corpus studies.  

Keywords: computation, corpus analysis, cognitive modeling, tonality, 
harmonic function, alphabet, syntax.  

1 Introduction 

Figure 1 reproduces the opening to Brahms’ organ prelude, “Es ist ein Ros’ entsprun-
gen.” An acculturated listener familiar with tonality would easily hear the first four 
eighth notes as an elaborated tonic-to-dominant progression, as captured by the sim-
ple reduction performed in the example’s Roman numeral analysis. However, even 
this simple task presents a difficult problem for automated analytical algorithms and 
computational modeling. In the example, while a human (second line) would likely 
interpret a “I” chord moving to a “V” in the first two beats, the actual musical surface 
(top line) is more complicated, involving two intervening chords.  

In response to these surface ambiguities, the computational analyst must decide 
how to parse the music into usable data. In other words, how does one translate a 
musical surface into data useful for a corpus analysis? Several theorists automate the 
process using template-matching procedures (Temperley [1], Pardo and Birmingham 
[2], Rohrmeier and Cross [3], and Barthélemy and Bonardi [4]) while other work 
(Temperley [5]) has attempted to use standards of metric well-formedness to parse a 
musical surface. Various researchers have sidestepped the musical surface by using 
human analyses as their data (Tymoczko [6], deClerq and Temperley [7], Burgeoyne 
[8]), while still others take the musical surface at its face value (Quinn [9], Quinn and 
Mavromatis [10], White [11]). Most of these procedures benefit from simple musical 
surfaces, a simplicity either attained through human annotations or by using relatively 
straightforward corpora like the Bach chorales or four-part pedagogical exercises.  
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In contrast, the current study presents a model that begins with minimal assump-
tions and reduces the number of chords used within a series of chordal n-grams (i.e., it 
reduces the universe of possible chords, or the alphabet) based on the chords’ transi-
tion probabilities and their scale-degree structure. Although the model begins with no 
knowledge of triads, seventh-chords, or dissonance treatment, after it observes a body 
of 18th- and 19th-century music, it is able to recognize an underlying progression in the 
Brahms passage, as shown on the third line of Figure 1. (All examples, and this study 
in general, use modulo 12 chromatic scale degrees in which (“F” in F major) is [0],  

 is [7], a dominant chord (a C triad in F major) is [2, 7, 11] and so on.)  
Furthermore, such computational issues invite connections with music cognition, 

namely the processes by which listeners learn to extract relatively simple chord struc-
tures from complex musical stimuli. Given their exposure to such musical surfaces as 
Figure 1, how do listeners learn to privilege structures such as triads and tonic chords? 
For instance, the corpus analysis described below finds more than 1588 unique chord 
structures on the surface of a Brahms musical corpus; however, musical instinct and 
several psychological studies suggests that listeners cognitively distill these stimuli 
into a limited set of triads and seventh chords.1 While this is intuitively the case, little 
work has been done concerning how listeners learn to create these cognitive catego-
ries from exposure to musical data.2 An algorithm that derives an intuitive chord  
alphabet from a corpus might highlight the statistical regularities within musical sur-
faces available to listeners as they learn to discern tonality’s basic chord vocabulary; 
such a model might provide the initial steps into a psychological investigation of this 
topic. This article closes by considering possible applications of the algorithm, includ-
ing its potential to automatically analyze large musical corpora. 

 

Fig. 1. Brahms’s “Es ist ein’ Ros’ entsprungen,” with four analyses  

                                                           
1 For instance, Smith and Melara [12] Thompson and Parncutt [13] and Parncutt [14] have 

suggested that listeners may cognize triadic structures even when they are not explicitly 
present in the music. 

2 For a general discussion of musical learning through statistical exposure, see Huron [15]. 

1̂ 
5̂ 
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2 The Algorithm 

The algorithm transforms an observed series of chords drawn from a musical surface 
into an “edited” series of chords using the original chords’ contexts (i.e., their transi-
tion probabilities) and their scale-degree content. This essentially reduces a musical 
surface based on contextual probabilities and some notion of edit distance. This work 
is based on Brown et al. [16], whose algorithms were originally developed to find 
classes of words related by syntax or semantics, grouping them into equivalence 
classes and allowing for tasks like part-of-speech tagging and spell checking. This 
study adapts Brown et al.’s work to edit (or, “spellcheck”) chords into their more 
probable subsets and supersets using contextual and structural relationships.3 Equa-
tion 1 formalizes our adaptation. If o1..n is a series of observed chords in a sequence O, 
S is the sequence of edited “spellchecked” chords. The relationship between the two 
sequences is determined by the maximization operation in the final line. The two 
main parameters of this equation are its contextual probability, or ̂ | )) and the 
set proximity, or ̂ , , where ̂ represents the chord in O that maximizes the com-
bination of the two parameters. The contextual probability estimates how probable it 
would be for the chord ̂ to occur in the context in which we find the observed chord 
oj, while the set proximity is some measurement of similarity between the two sets ̂ 
and oj. Therefore, at each timepoint j in the sequence O, sj is the set ̂ that maximizes 
the combination of the probability of ̂ given some context ) and the proximity  
between the sets ̂ and oj.  
 
      , …           , …                            (1)                                    = argmax ̂  ̂ | )) ̂ ,oj)                         
   
Instead of the abstract equivalence classes used in comparable linguistic studies, ̂ 
refers to a particular chord within a network of relationships, or a relational class. 
This is due to an apparent difference between musical and linguistic syntax. While 
word classes – for instance, “noun” – transcend the identity of any particular noun, 
our musical intuition suggests that syntactic chord classes are (albeit arguably) inti-
mately associated with particular chord identities. For instance, the “tonic” class is 
best represented by a I chord. Therefore ̂ represents a particular chord, specifically 
the prototype of that chord class. (More on deriving this prototype below.) 

This equation defines an abstract relationship between an observed sequence and 
an edited sequence that balances contextual and similarity relationships; many differ-
ent specific methods could instantiate these general relationships. In this study, we 
estimate the former relationship using n-gram transition probabilities. Equation 2 
states this formally: for the current experiments, n = 2 (i.e., trigrams). 
   

                                                           
3 Conklin [17] has also adapted this algorithm for musical purposes, although he is primarily 

dealing with subsets and supersets of melodies. However, the process described is similar to 
and inspired by the spell check routines described in Jurafksy and Martin [18]. 
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   ̂ | )) = ̂ |oj-n,… oj-1)       (2) 
 
For our purposes, the set proximity ̂ ,  is determined by the number of common 
tones shared by the two chords ̂ and oj.

 (It must be emphasized that there are many 
ways to quantify structural proximity; this describes only one such way.) The proxim-
ity between ̂ and oj is proportional to the cardinality of the two sets’ intersection, as 
stated in Equation 3. ̂ , | ̂ |               (3) 

The current study calculates this heuristically by distinguishing between two groups of 
chords, those in which ̂ results from the addition or subtraction of zero or one note 
to/from a surface chord o, and those that result from more than one such change. In this 
heuristic, the binary distinction serves as a tiebreaker. If there exists multiple chords that 
have both edit distances of zero or one that also return non-zero contextual probabilities, 
then the chord with the highest contextual probability is chosen. Otherwise, the algorithm 
defers to the most contextually probable sub/superset with a higher edit distance. Equa-
tions 4 and 5 formalize this, first defining two functions, Qsub and Qsuper, that find all the 
chords a in an alphabet A (the universe of all possible chords) that are subsets and super-
sets of the initial chord o, unified under the function, Qall. The Q1 functions define those 
particular chords within Qall(o) that add or subtract no more than one note from o.4  
 

    |    |                        (4)     
  | | |  | | 1     | |  | | 1            (5)     

 
The algorithm first attempts to complete Equation 1 with a chord within Q1

all(o). The 
most contextually probable chord in Q1

all(o) is chosen, providing an ̂ that maximizes 
the argument. If there are no such chords that occur in context , the most contex-
tually probable chord in Qall(o) is chosen to maximize the argument. This effectively 
treats chords in Q1

all(o) as more proximate than Qall(o). While this creates only two 
categories, this process could in principle distinguish between any number of edit-
distance categorizations, allowing for finer measurements of set proximity. 

The resulting relationships create groups of chords connected to one another by 
both sub- and superset relationships and also by the similar contexts in which they 
occur. This web of relationships produces a single most-probable chord within a 
voice-leading network that serves as the network’s prototype. By editing chords into 
their prototypes, the process dramatically reduces the size of the chord alphabet. 

                                                           
4 In the current implementation, the identity of o is heuristically excluded from Q1

all(o), but 
included in Qall(o). Otherwise, the chord o would always map onto itself if there existed no 
contextually relevant chord in which | ̂ | = 1. 
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Figure 2 shows a toy example of this reduction process at work. Importantly, each 
relationship represents only one observation within the corpus. That is, while the 
mod-12 set [2, 5] is a subset of vii, it is also a subset of ii. In some instances, a partic-
ular [2, 5] might be related to vii (and therefore the prototype V), while in other cases 
it might be related to ii. 

 

Fig. 2. A toy example of a “V” relational class 

The algorithm was run on the trigrams of five 50-year corpora (described below) 
spanning the period between 1650 and 1900, combining major- and minor-mode pieces.5 
The algorithm produces an ̂ for each chord within each trigram within the corpus. The 
process was repeated until no more edits could be made. Note that after the algorithm is 
run, a single chord in the observation sequence could have three different identities de-
pending on its three potential positions within the overlapping 3-grams. 

3 Materials and Method 

This experiment relied on data from the Yale MIDI project. The project archives MIDI 
files from classicalarchives.com, and associates these files with metadata that specifies 
the file’s opening key, composer, date of composition, instrumentation, composer’s na-
tionality, and so on. At time of writing, the corpus included roughly 5,000 pieces.  

In order to normalize by key and remain sensitive to changes between styles, this 
study used a method to assign scale degrees that relied on the properties of the corpus 
itself as much as possible. First, under the assumption that pieces begin in the key 
indicated by the metadata, the program created a scale-degree frequency profile based 
on the first 30 quarter notes of each file. Then, in order to track key changes within 
pieces, the program performed a key-finding analysis using these frequency profiles 
in order to identify other parts of the files that clearly articulate a key.6  

                                                           
5 In order to cut off the “long tail” that characterizes distributions of harmonic progressions, 

this study used the top 500 trigrams of each corpus. In most corpora, this discounted about 
92% of the trigrams but retained 25% of the distribution’s frequency. For more on “long tails” 
in chord-progression frequency distributions, see Quinn and Mavromatis [10].  

6 This technique is based on that used in Temperley and Marvin [19]. For more on key profiles, 
see Krumhansl [20], Huron [15], and Temperley [21]. In the current study, after making a 
key-profile vector from the files’ beginnings, the program moved a measure-long window 
over the remainder of each file in the corpus. When the pitch-class frequencies correlate high-
ly (r2 > 0.6) to one of the vectors, the program interpreted the passage in that key. 
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The trigrams within these tonal passages were then tallied. In order to remain as 
theory-neutral as possible, the trigrams were gathered at three metric levels, using two 
simplifying steps. The program first divided the music into every moment where the 
pitch-class content changes, then divided the music into the contents of each beat (as 
defined by the MIDI file’s metric data), and then grouped notes into the next smallest 
division of the beat (also defined by the MIDI meter data). By repeating data collec-
tion at several levels, we allow for patterns that recur at several durational or metric 
levels to become more dominant in a distribution while remaining agnostic as to the 
relative importance of different surface divisions. The program’s first simplifying step 
was to ignore chord repetitions. The second simplifying step ignored pitch height and 
registral ordering. Trigrams were tallied as sequences of unordered scale-degree sets.7 
This process was implemented in the Python language using the music21 software 
package (as described in Cuthbert and Ariza [22]). 

The behavior of each chord class was analyzed using hierarchical cluster analyses 
coded in the R programming language (version 2.13.0). The analyses plotted vectors 
of transition frequencies between each of the relational chord classes, and a dissimi-
larity matrix was created from the cosines of the inter-vector angles between these 
vectors; the matrix was used for both divisive and agglomerative clustering. Both 
types returned similar results, suggesting a robustness of the clustering. 

4 Results and Discussion 

Perhaps the most striking outcome of this experiment is the chord alphabet that re-
sults. Table 1 shows the top 11 chords in each corpus ranked by their frequency of 
appearance.8 All but one chord in the chart is a triad or seventh chord (and that excep-
tional chord appears to be a ii7 chord without a fifth), and all can be described using 
common Roman numerals. This means that, regardless of surface variations, simply 
reducing chords into their more probable subsets and supersets naturally favors an 
alphabet of diatonic triads and sevenths. II7 (or, V7/V) provides the one frequent ex-
ception to this diatonicism (perhaps suggesting that this chord might be considered a 
basic unit of the chord alphabet!). The similarities between the corpora’s chord rank-
ings are also striking. I, i, and V (or V7) always appear in the first three places. Fourth 
place always consists of some chord with the first and fourth diatonic scale degrees. 
Several chords also appear frequently in this list: IV, v, and VI each occur five times, 
iv and III occur four times, while vi and ii occur three times.  

                                                           
7 This is a practical choice with which to experiment in the future, for instance reintroducing 

chord inversion into later investigations. 
8 Note the Zipf-ian distribution. Even after the alphabet reduction procedure, each distribution 

involves a long tail of infrequent chords that do not easily edit to other chords. While this 
study reports the top 11 chords, further studies might consider where to “cut” the tail for the 
purposes of alphabet reduction. 
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Table 1. Chords present in the reduced alphabet of five corpora, ranked by frequency. The 
categorical differences are significant, p < .01. 

 

The resulting alphabet is notably dominated by its first two chord classes. Figure 3 
illustrates this with two pie charts showing the percent frequencies of the I and V 
chord classes versus all other classes in both the reduced and non-reduced alphabets. 
(These pie charts capture the top 11 chords in the corpora to reflect the data of Table 
1.) In the reduced alphabet, the top two chords take up a greater percentage of the 
distribution than the rest of the chord classes combined. This highlights the impor-
tance of I and V as “pillars” in the distribution, a topic to which we shall return in the 
general discussion. 

 

Fig. 3. Chord-class proportions in the reduced and non-reduced 1751–1800 corpus 

The types of behaviors exhibited by these classes can be seen in the resulting clus-
ter analyses, one of which is shown in Figure 4. These analyses reveal several syntac-
tic characteristics of these alphabets, including the power that the I and V chord 
classes exert over the clustering. For instance, the major and minor I chords cluster 
together; this is because their shared relationship to V trumps the many other differ-
ences in their transitional tendencies. Also, notice that the chords we traditionally 
define as predominant do not all cluster identically: IV and ii cluster together while vi 

rank 1650–1700 1701–1750 1751–1800 1801–1850 1851–1900 

1 V: 25% V: 22% I: 34% V7: 27% V7: 21% 

2 I: 23% I: 20% V: 27% I: 23% I: 20% 

3 i: 15% i: 17% i: 8% i: 17% i: 17% 

4 IV: 7% ii7(no 5th): 9% IV: 8% iv: 8% iv: 8% 

5 iv: 6% iv: 7% II7: 6% IV: 6% IV: 7% 

6 v: 4% IV: 5% vi: 5% II7: 5% iii: 6% 

7 II7: 4% v: 5%  ii: 3% LVI: 4% LVI: 5% 

8 LVII: 4% iio: 5% v: 3% v: 4% v: 4% 

9 vi: 3% LVI: 4% iio: 3% LIII: 3% II7: 3% 

10 LIII: 3% vi: 3% iv: 2% LVII: 2% ii: 3% 

11 LVI: 2% LIII: 3% LVI: 2% LII: 1% LIII: 2% 

n= 33,000 274,048 203,436 152,641 108,238 
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and II7 participate in their own cluster. This occurs because IV and ii share the ten-
dency to move primarily to V, but also frequently to I. II7 and vi, on the other hand, 
move to V with a much higher frequency than anything else. Again, the classifications 
of these classes is primarily due to their relationship with I and V. Furthermore, V 
clusters with chords we usually classify as predominant, and this seems somewhat 
unintuitive. This has to do with the primacy of these chords’ relationship to I: this 
cluster occurs because V frequently follows I, and this is a property shared by many 
predominant chords.9,10  

 

Fig. 4. Agglomerative clustering of top 12 relational classes, 1751–1800. Agglomerative coef-
ficient = 0.55. 

5 General Discussion  

5.1 Applications to Tonal Function 

A closer look at the data reveals a model of tonal harmony that is at once both famili-
ar and unorthodox. Recall that the “chords” in the reduced alphabet are not strict re-
ductionist mappings, but malleable groups of relationships: an individual viiØ7 chord 

                                                           
9 Rohrmeier and Cross [3] note this same behavior in their cluster analyses of harmony in the 

Bach Chorales. 
10 The behaviors of the minor chords are also notable. Most mixture chords seem to have their 

own solipsistic contextual rules, leading these chords to cluster together at relatively large 
heights: mixture chords move more frequently to one another than to other chords, yet in 
ways less clearly defined (at least in the current context) than major-mode chords. A compar-
ison between major- and minor-mode chord transitions represents a topic for future study. 
Other corpora’s clusterings can be found at christopherwmwhite.commons.yale.edu.  
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might participate in the V relational class when it acts like other chords of that class 
but might also fall into the ii-class when in a different context. From these classes 
emerge contextual categories that transcend specific chord identities. With this in 
mind, we can begin to see a subtle depiction of traditional tonal categories in this data. 

Recall that the top two most frequent relational classes – I and V – have a higher 
total frequency than all the remaining relational classes combined and that due to their 
overwhelming frequency these two chords play defining roles in chord syntax. As 
shown in the cluster analyses, the behaviors of these two classes have a tendency to 
influence the categorization of the remaining chord alphabet. One particular behavior 
stands out: Figure 5 shows the percentages with which the I and V chord classes move 
to other classes, plotted by ordinal rank (i.e., the most frequent chord to which they 
transition occurs at x= 1, and so on). The tonic’s bars (the darker ones) have a gentler 
slope than that of the dominant bars (the lighter ones), indicating that the tonic chord 
has more evenly distributed transition probabilities. While I moves to V 45% of the 
time, it moves to IV 28% of the time and to ii 11% of the time. In contrast, V moves 
to I 67% of the time, while its second-most frequent destination, V/V, constitutes only 
10% of the transitions. 

 

Fig. 5. Progressions of I and V relational classes in the 18th-century corpus  

This all suggest the syntactic scheme represented in Figure 6. The majority of the 
corpus involves two chord classes, those with tonic and dominant functions, or chords 
that look and act like I and V. Tonic chords transition to several other classes with 
somewhat comparable probabilities, and these chords frequently go back to tonic. 
Dominants, on the other hand, are far more constrained, and go to tonics over two-
thirds of the time. This is dramatically asymmetrical. The resulting functional scheme 
has two main classes defined by their overwhelming frequency; however, the asym-
metrical relationship of these classes creates two additional categories defined by their 
context in relation to the two main pillars. “Predominant” chords move between tonic 
and dominant, while “Plagal” chords orbit around the tonic category. Importantly, 
tonic and dominant are different kinds of functions than predominant and plagal. Ton-
ic and dominant serve as functional pillars based on their high frequencies, and their 
asymmetrical relationships to other intermediate chords create two distinct other func-
tional contexts: one transitions to and from tonic chords, with the other moving from a 
tonic chord toward a dominant.  
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The analytical annotations in Example 1’s fourth (and lowest) row illustrate the in-
sights of this functional scheme. As the music moves through its first four beats, the 
algorithm reduces the surface to I and V7 chords, rotating around the outside of Figure 
6. At the end of the example, the surface reduces to a IV chord, moving to the node 
labeled “Intermediate chords” in the center of the functional scheme. Unlike the pre-
vious music, the sheer identity of this chord is not sufficient to assign the sonority a 
function. If it continued to a tonic, the chord would participate in the plagal function; 
if it moved to a dominant, the chord would articulate the predominant function. This 
exemplifies the difference between the scheme’s two types of functions: tonic and 
dominant chords garner their functions because of the frequency of particular chord 
classes, while predominant and plagal chords are defined by how they act in relation-
ship to the former two functions. 

 

Fig. 6. A functional scheme of relational classes 

5.2 Cognitive Implications 

These results are not only suggestive of what might constitute a tonal chord alphabet 
(i.e., the chords in Table 1 or Figure 6’s functions), but how this alphabet might be 
learned. The algorithm demonstrates certain statistical regularities in the corpus,  
regularities that are potentially available to listeners and learners of music. Cognitive 
research concerning chord syntax has generally assumed a chord alphabet of triads 
and seventh chords drawn from major and minor scales (e.g., Krumhansl [20], Huron 
[15]), a practice reflected even in studies using non-traditional scales (e.g., Loui et al. 
[23]). The current algorithm potentially provides a model for experimental work in-
vestigating how listeners distill complex musical stimuli to create tonality’s chord 
alphabet. This algorithm models the creation of (intuitive) chord categories through a 
combination of structural and contextual similarity relationships, something that me-
rits experimental testing to investigate its relevance to human cognition.  
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5.3 Computational Applications 

As indicated by Figure 1, this algorithm can provide a corpus-sensitive automated 
analysis machine. After its learning stage in which it determines a corpus’s reduced 
alphabet and transition probabilities, the model can create a “reduction” of the musi-
cal surface. This is still in the development stage, and the algorithm would need to 
involve some sort of dynamic programming to limit the number of ways the musical 
surface might be parsed.11 Such an adaptation could be used to identify potential en-
coding errors in corpora (treating improbable occurrences as “noise” in the signal) or 
for approximating human Roman-numeral applications. For the latter, the current 
algorithm’s output would need to be compared to human annotations and other Ro-
man-numeral algorithms to determine the best way to adapt the algorithm to this task, 
something that represents an area for future research. (Comparison to human annota-
tions could serve as a first step to investigating the algorithm’s cognitive implications 
as well.) 

6 Conclusion 

This study presented an algorithm that edits the chordal n-grams of a musical surface 
into the chords’ more probable subsets and supersets in order to reduce the large al-
phabet typical of musical data into a workable and intuitive smaller alphabet. This 
procedure has implications for theories of chord function, for future work on tonal 
cognition, and for computational endeavors to reduce the chord alphabet of a musical 
surface to a more manageable size. 

Acknowledgements. I am grateful to Ian Quinn, Joseph Salem, Kirill Zikanov and 
the anonymous referees for their comments on earlier drafts of this paper. 
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